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White Paper: Effective Quality Assurance and Testing in Data – Centric Projects
Testing, usually known today as quality assurance (QA), has always been recognized as an important
part of the Systems Development Life Cycle (SDLC). Over time specialists have emerged whose primary
orientation is to QA. Tools, infrastructures, and methodologies have also been developed to support
QA. And yet, many enterprises find that QA remains a serious and often growing problem in
production environments. How can it be that with decades of investment to mature the capabilities
of QA, quality problems are increasing rather than decreasing?
If the QA techniques developed over the past five decades do not match the needs of modern
application development activities, then we have a serious problem. There is evidence that such a
problem exists. There are persistent reports in the literature that Data Warehouse (DW) initiatives have a
high failure rate. For instance, Doug Hackney has estimated this failure rate to be around 70%.
Others, such as Bill Inmon, dispute this, but the reports are too widespread to be easily dismissed.
What is not challenged is that the cost of QA has remained very high over time. Unfortunately,
literature on the true costs of QA is sparse, but during the
mainframe era of computing a common working figure was that
50% of the costs of developing an application were devoted to
"testing and debugging" and that when this level of resources
were expended, the resulting production applications had their
defects reduced to an average of two bugs per thousand lines of
code.
Whatever the true figures, we can conclude that the costs of
QA remains high, and that modern development projects have a
high risk of suffering significant quality problems in production.
What could have led to this situation?

Data-centric Development versus Process-centric Development

A major part of the answer to this question is that enterprises have shifted their focus of attention
from developing applications that automate business processes to applications that unlock the value
of data. These new applications usually center around building data-centric environments such as data
warehouses, master data management (MDM) hubs, customer relationship management (CRM)
applications, and even general technical conversions. This new type of data-centric development project
does not fit the paradigm of the old process-centric development, and the investment in QA techniques
for process-centric projects cannot be carried over into data-centric projects.
Let us examine how this has come to be.
The SDLC was created for an age where the norm was in-house custom (bespoke) application
development oriented to building transaction systems. Today, data is the king. Packages for transaction
applications are available in nearly every conceivable niche, and can be purchased or rented. They
do not have to be developed in-house. In today's world, the data created by transaction applications is
needed by the business for a multitude of reasons.
Yet, no packages exist that can get the
data out of the transaction environments, integrate it, transform it, and present it in the way the end
users require. This still has to be done via in-house custom development. But it is in-house custom
development that is very different to what was done in the old process automation projects, and it
therefore diverges considerably from the SDLC.
Not only does the SDLC not fit data-centric development projects, but the part of the SDLC that deals with
testing and quality assurance (QA) is a particular mismatch.
QA in the traditional SDLC
approach concentrates on logic controlling process flow, and especially on the interaction between
the users and
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screens (usually called graphical user interfaces, or GUIs). Such considerations have almost no
relevance to data-centric projects, and where they do crop up they are very different in nature to the
intent of the SDLC.
So if the SDLC, and especially the part of it that deals with QA, does not apply to data-centric
development projects, what does? We will answer that question, but before we do so we need to
understand why the SDLC really does not fit data-centric projects.

Components of The Systems Development Life Cycle (SDLC)
Figure 1 illustrates the SDLC. There are arguments about whether it begins earlier with feasibility,
and ends later with production support, but this is the core. Let us look at the individual steps:


Requirements. This will consist of finding out what the users ultimate business needs are.
For traditional automation it always involves process improvement. Process improvement
comes from efficiency gains (e.g. needing fewer staff), scaling improvements (e.g. handling a
larger number of transactions), compliance (e.g. following regulations), or something similar.
Requirements

Analysis

Design

Programming

Testing

Implementation

Figure 1: A Simplified Representation of the Software development Life Cycle


Analysis. This involves understanding the current state, and particularly how it relates
to the requirements. Usually, processes are described in detail. Information about data is also
captured at this stage.



Design. A blueprint for the future state application, including its database, is created.
The requirements and analysis are used for this purpose.



Development. The new application is built by programmers, and the new database is
implemented also.



Testing. The application and database are run to determine if they are fit for use. This
consists of several sub-phases. Generally, a set of specific transactions that have
expected results are run through the application.
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Implementation. The application and its database are put into production, and turned over to
users to operate.

The Data Development Life Cycle (DDLC)
There is no generally accepted consensus about what a data-centric project consists of. Figure 2
shows an arrangement of the phases that are known to exist.
Information
Requirements

Target Design

Data Discovery
Source-Target
Mapping

Data Profiling
Development
Quality Assurance
Production

Post-Production

Figure 2: Possible Scheme for a Data-Centric Development Project Life Cycle


Information Requirements. The users have to identify what information they want to see, and
at a very high level relate this to the data. Unlike the SDLC there is no business process to be
improved through automation. Anything to do with business processes is indirect - the users
are primarily concerned about information. Because there is no current process to analyze,
there is no analysis phase that directly corresponds to the SDLC.



Data Discovery. This phase tries to find where data that supports the users' information needs
will come from, in terms of data sources. If IT fully understood and accurately
documented the databases it previously put into production, this phase might be much shorter.



Data Profiling. The content of the data that is a possible source must be understood. Does the
data represent what it is thought to represent? Does the data have any quality issues? Is the data
capable of being transformed to meet the users' requirements? Like Data Discovery, there is
nothing that corresponds to this activity in the SDLC. It might be argued that this is the equivalent
of "analysis" in the SDLC. It is not. Analysis in the SDLC is oriented to understanding
processes, not the characteristics of pre-existing data. Quite often, Data Discovery and Data
Profiling are thought of in combination as Source Data Analysis. Just because this term contains
the word "analysis" does not
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mean that it is "analysis" in the sense the word in used in the SDLC. The word may be used in
common, but has a distinct meaning in the SDLC and DDLC.


Data Architecture. In the DDLC, data has to move from a source to a target environment, and
in between it has to be transformed (among other things). This is much more complex than the
single database that is usually seen in a transaction application developed according to the SDLC.
Layers of data stores must be designed, and each one is oriented to a specific task.



Data Modeling and Database Design. This phase is akin to the data modeling and database
design performed in the design phase of the SDLC. In the DDLC it must be done in the
context of the outputs of the Data Architecture.



ETL Design. "ETL" stands for "Extract-Transform-and-Load". This refers to the process of
getting data out of the sources, turning it into a form that can be used in the target, and loading it
into the target. It is a process, but it is not a business process that users operate. Rather, it is
a technical process, and users will be interested in it only indirectly, if at all (e.g. to know when
their reports will be ready).



ETL Development. This is development of the ETL processes. It parallels development in the
SDLC, but development in the SDLC is true programming, whereas ETL development is usually of
a simpler nature, involving graphical tools for data movement.



Quality Assurance. QA occurs both in the DDLC and SDLC. However, it is oriented to process
logic and screen interaction in the SDLC, while in the DDLC it is more concerned with data
quality. We shall return to this shortly.



Implementation. The application is put into production and users begin to use it.



Post-Implementation. The SDLC is like building a machine that is simply expected to run. The
DDLC is like starting and running a farm. Crops of final information will be harvested every
day, but constant attention is needed. In particular, outbreaks of data quality issues can wreak
havoc with the "information farm". Therefore, a constant effort is required to detect and
correct data quality problems before they have an impact. There is no phase like this in the SDLC.

From the above comparison it can be seen that the DDLC really is different from the SDLC and it is a
mistake to try to manage data-centric development projects using the SDLC. However, there is one area
where the divergence is particularly large and that is QA. In data-centric projects QA requires a
completely new approach.

Test-Driven DDLC
One of the most important differences between the SDLC and the DDLC is that testing drives
development in a way that does not happen in the SDLC.
Testing will reveal issues in the production data that were not detected during the Data Discovery and
Data Profiling. These phases typically cannot get the same low level of detail that testing can. The result
is that more is learned about the source production data, and also how this data relates to the
proposed target
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design. This learning constitutes a feedback loop back to
the information requirements and the Data Modeling /
Database Design phases.
The test-driven aspect of the DDLC is not the same as
the Agile Methodology, although it resembles it closely. In
Agile, small pieces are completely built out, covering all
phases of the SDLC, but for just a small item of
functionality. A test-driven approach means taking results
from a unit of work and liaising with user stakeholders to
see if these fit the original information requirements.

The Fundamentals of Quality Assurance
In the SDLC quality assurance is carried out in a number of sub-phases.


Unit Testing. This is the testing carried out by an individual programmer on his or her work
products. Unfortunately, there is a fundamental flaw in it. A programmer will always have many
assumptions about how the application should work. These assumptions are not questioned and
cannot be tested by the programmer. This is one of the reasons why programmers can deliver
"buggy" code. There is a need for unit testing, but often it is little more than demonstrating what
the programmer has built actually runs.



Integration Testing. As the programmers deliver units of work, testers must see if they
work together. The testers are usually the analysts who carried out the analysis phase. During
the time between analysis and testing, the analysts can construct test cases and expected
results. The test cases are fairly broad and test many things. It is usual to try to see if edit
checks capture error conditions before trying to exercise normal process logic. Datasets usually
have to be built as inputs for the testing.



Regression Testing. As new functions are implemented, it has to be made sure that the
new processes are not affecting the existing data processes. C ertain prior tests have to be
rerun in conjunction with new tests to assure that the impact is not there.



System Testing. Once the whole application has been built, it can be tested as a whole. This
is systems testing, and it is very like integration testing, but at a higher level.



User Acceptance Testing (UAT). Once the analysts have completed the systems testing,
the application can be tested by users. The users develop their own test plans and see how the
system reacts to their test cases. Sometimes this can be less rigorous than testing performed by
analysts, but users often catch problems that went unnoticed because the analysis was faulty.

"Testing" is a good word for these activities, because the application produced by the SDLC is thought of
as machine, and machines need to be tested. By contrast, in the data-centric development life cycle
(DDLC) we are more concerned with setting up an environment that will produce information, like a
farm.
"Quality assurance" is a better description than "testing" for what needs to be done.
Unfortunately, the sub-phases
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of data-centric QA are not clearly defined as they are tested in the SDLC. It is possible to see what the
challenges are.


ETL Developer Domain Knowledge. ETL developers are in a less advantageous position
compared to SDLC programmers. The specifications given to an ETL developer will basically tell
them to move a piece of data from a source to a target, with some logic for transformation.
This is a lot more abstract than what is seen in the SDLC, where specifications given to
programmers have traceability back to the analysis and requirements phase. It will be much
easier for a programmer in an SDLC project to understand what they are doing in business terms
than it will be for an ETL developer who is dealing with data abstracted from business processes.
This situation makes it difficult for the ETL developers to do "reality checks" as they are
working. They are more likely to make mistakes because they are not in a position to
appreciate the overall business context into which the project fits. When an ETL developer
delivers a unit of work, it can be expected that they will have tested it to make sure that it is
actually functioning. This is equivalent to the unit testing of the SDLC. However, the unit of
work cannot be tested as rigorously as the equivalent in the SDLC because ETL developers cannot
attain a level of domain knowledge corresponding to that of SDLC programmers.

Data Unpredictability. Source data can be subject to changes over time. This is very unlike the
SDLC where the specified process is not supposed to change without some measure of advance
warning and change control. In DDLC projects, these changes in the source can happen for
all kinds of reasons. For instance, operations staff who run an upstream transaction application
may decide to use their application in a new way that impacts the data. IT staff whose
experience is limited to the process stability in the SDLC find this unnerving. They often try to get
the upstream applications to stop these kind of changes, but this is impossible as the users have
to focus on their own concerns. Many data warehouse projects have been negatively impacted by
these issues. Unpredictability must be expected and dealt with.
There is one other major difference between the SDLC and DDLC. In the SDLC, the objective is to
build functionality and make sure it works. The Project Manager essentially asks "Is development done
yet?". A data-centric project has functionality such as data movement, but if a Project Manager
asks if this is complete then he or she is missing the point. In a DDLC, the Project Manager should be
asking "Have we found and mitigated all the data quality problems?", but this would require a
completely new way of thinking about development projects.


The Need for a Business Rules Approach to QA
These challenges cannot be met by using the approaches in the SDLC. In an SDLC project, QA is done
using pre-specified test cases, usually based on a test data set carefully constructed by analysts.
In a DDLC project, the focus of reality is not a business process that the users have specified, but the
actual source data in production. The analysts cannot create "ideal" datasets to substitute for this
source data - they must use it as-is. Using anything else will deviate from reality and not give the
required level of QA.
So what should the analysts do? The analysts must have a way of looking at the source and target
involved in the ETL process and determining if the ETL process is working correctly, but the ETL process
itself cannot be used for this. The reality is in the source and target data before and after the ETL
process executes. Thus, QA in a DDLC project does not deal directly with an ETL process but stands
outside it. How can this be
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done? Having the analysts browse source and target data is not viable. Spot checking in this way
will be very unlikely to provide any confidence that QA has been performed adequately.
The answer to this conundrum is to use a business rules engine in QA on data-centric projects.
Analysts need to develop quality assurance business rules that will audit if the execution of an ETL
process has worked properly or not. These rules can be of all kinds. Here are some examples:







Count the number of records in the source and the number of records in the target.
Sum the total for Sales Amount in the source and compare to the total for Sales Amount in
the target.
Count the number of distinct clients in the source and compare to the number of distinct clients
in the target.
Find all values of Country Code in the source that do not match with the standard ISO2 Country
Code reference table.
Ensure every active Account record in the source is linked to a valid, active Client record in
the source.
Ensure Social Security Number is not null on every Client record in the source and in the target.

A business rule is an atomic piece of logic that performs a single function. It must be expressed in
a conceptual form - a statement about what the rule is doing - and an executable form - a way of
executing the rule and getting a result.
Data quality business rules can usefully be grouped in ways such as: ETL check sums; data
validation; reconciliation (internal and external); user-dictated business rules; and predictive tests
(predicting the results of aggregation and similar functions). Other taxonomies of rules exist too,
such as sanity checks (interrogating the source to make sure it is adequate before running an ETL
job), and data movement checks. The value of these taxonomies is that the standards and common
governance approaches can be built around them.

The Business Rules Engine
Eventually, staff on data-centric projects realize that they have to do QA on the data itself, not just
confirm that ETL processes run. If the staff are unfamiliar with business rules they will likely not formulate
individual rules to test specific items relevant to QA. This will make it difficult to explain to users what
aspects of data quality they are measuring and where this is being done. Another initial approach is to try
to put all checks for data quality into the ETL processes themselves. This creates a lot of additional work,
involving cycles of iteration as the ETL developers add a few edit checks at a time to their workflows and
mappings. Constant rework can lead to the introduction of bugs, and it should be remembered that many
rules are there just to trap unlikely events. There are other reasons why certain kinds of checks should not
be put in ETL processes as we shall see shortly.
Some analysts take the approach of writing down business rules and then executing them by hand
through some database utility such as TOAD or SQL Navigator. This is not scalable. As the number of
rules increases, the analyst takes longer and longer to perform this task. Also, the analyst cannot
necessarily do this work in coordination with the running of the ETL process because of other demands
on their time.
There is a better way to do this work than any of these immature approaches, and this is to use a
business rules engine (BRE). A BRE is a tool that allows an analyst to create a business rule and to
execute it. In this
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way, a single repository of all the QA business rules in a project can be created. Furthermore, the BRE
can execute business rules and gather their results. Thus, there is no need to keep changing the ETL
process to include new rules. Even better, the analyst can create a set of rules for the ETL process in the
period after Data Profiling and before ETL Development is complete. This makes good use of the analysts'
time.
The flexibility of working with a BRE is important. Suppose an ETL process does something like deduplicate customers based on name. The end result should be a target Customer table where there are
no duplicate customer names. If we are focusing on QA of the pure ETL process, we might not want to
put an edit check in the ETL because of performance considerations. Also, developing the QA check
that there are no duplicate customer names might take several iterations until it is correct. Creating this
rule in a BRE means that the ETL developers do not get overloaded with developing a lot of QA checks
in their code (many of which may be for rare events) and thus being slowed down.
Many BRE's exist in the market today, but there are some special considerations when thinking about how
to use them for QA in a data-centric development project:


Can the BRE accommodate rules that have two "sides", corresponding to the source and the
target?Many QA rules in the DDLC involve source-target comparisons.



Can multiple analysts work together in the BRE to develop rules? Some environments are not
shared easily.



Does the BRE capture both the conceptual level of a rule (so that business users can understand
it) and the executable level of a rule so that it can actually be run?



What is the level of difficulty of "training" the BRE to understand the databases in the
environment?Some BREs try to use purely natural English statements from which the executable
rules are derived automatically, and need to be configured to understand the databases. Other
BRE's simply ask the analyst to state the executable rule form in SQL and need no "training".



What is the process between stating a rule and having it executed? Some BRE's require
that executable forms of business rules are migrated from one environment to another in order
to run. Analysts typically just want to change the rule and have it executed immediately.



Can the rules easily be migrated from one environment to another? As an ETL process is moved
from a development to a full QA environment, and perhaps to a UAT environment, the rules must
travel easily with it.



Can rules be reused? If a rule is defined once, can it be used in many places. This is often needed
for certain types of rule, such as those that check balances that are affected by many ETL
processes.



Can rules be batched together so they can all be executed in a single run? With many ETL
processes running in a data-centric project, QA typically has to be performed after one ETL
process has ended, and before another begins.
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C an rules chain? That is, can one rule conditionally invoke the execution of another rule? This
is often needed. Some business rules are complex to execute. For instance, they may be
the equivalent of very long SQL statements that need to be split up for performance reasons.
Other rules require assembling of data from diverse sources and simply cannot be done in the
equivalent of a single SQL statement.

There are many other factors too. These considerations are important because BRE's have been
developed for many diverse requirements. Just because something is a BRE does not mean it is
suitable for QA in a data-centric development project. For instance, it is difficult to see how a BRE
oriented to calculating credit scores can be used for QA.
A data quality business rule is the most atomic (most granular) test of data quality that will be executed in
a data-centric development project. As noted above, the rules are much more granular than anything
that is performed in Data Discovery and Data Profiling. This is why testing reveals the ultimate truth
about source production data and why there is a feedback loop from testing to earlier phases of the
DDLC.

Applicability to QA Teams
Many enterprises have gone beyond expectations that analysts and developers will carry out all
QA activities and have created special QA teams or even QA Centers of Excellence. The dedication of
special resources to QA is admirable, but does not by itself overcome the issues inherent in the
differences between the SDLC and DDLC. A QA Testing Manager will still fail to address the needs of
a data-centric project if he orients his team based on a viewpoint derived from the SDLC.
However, QA teams typically have additional needs. They are increasingly using outsourcing to
perform testing. This makes sense because the need to engage a QA team varies over time. There
will be period when no development is being done, and it is costly to pay for staff who are employed to
perform QA but have little or nothing to do. Many large consulting companies offer QA specialists that
an enterprise can hire when there is a need.
In terms of cost, this may be attractive, but there are significant issues with knowledge management.
The SDLC originally envisioned all aspects of development as being done in-house, so knowledge
about test cases would be retained. Even where test cases were not formally documented, the testers
would probably still be employed by the enterprise long after an application was put into production.
Today, a QA manager outsourcing testing activities may get the job done in an efficient manner, but
the consulting staff will likely not be available after the testing activities end. Of course, the standard
response is that documentation will be provided. However, documentation is rarely adequate and kept
up to date. More fundamentally, it is never an artifact that can be used to aid in testing. By contrast,
a BRE used to define and execute QA business rules represents both a significant store of knowledge
and an instrument for the immediate execution of test cases. If the consulting company that performs
the QA is required to use a BRE then the investment in the outsourcing will provide a much higher rate
of return. For instance, the test cases can be rerun if there are enhancements - an activity known as
regression testing.
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QA and Outsourcing
Often the QA assurance part of the data centric project is outsourced to
vendors that do turnkey work and leave after the project is completed. All the
knowledge gained during this time can and most of the time is lost with the
team. As DDLC life cycle continues beyond the SDLC it is imperative that
the knowledge is somehow captured in the form of rules and stored in an
organized manner within the enterprise. Make no mistake even if the work
is within an organization, employee attrition can create the same impact
and hence the same scenario is applicable.

QA Offshoring and Collaboration
QA managers may sometimes opt for
offshoring their testing. An offshore group may be
part of the enterprise, or part of the outsourcing
offered by a consulting company.
While there
may be some cost benefits to working with an
offshore QA team, there are
also
some
challenges.
A major issue is collaboration.
Time zone differences, cultural differences,
and unfamiliarity of the offshore team with the
business of the enterprise makes it important to
be specific and detailed in all aspects of testing.
A BRE with adequate metadata management can
act as a bridge for knowledge management just
as it does with outsourcing. Obviously, there is
a greater need for developing a formal
methodology around how such a
BRE is used, but increased formalization in recognized as a key success factor for offshoring in general.

Rule Books
Rules tend to be developed in batches, perhaps for a particular process or particular subject area.
These groups of rules are best thought of as Rule Books. Building and managing rule books provides
a level of reusability and governance that is flexible and usable.
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For instance, a Rule Book can be taken from one technical environment to another, or from one subsidiary
to another. Specific individuals or groups can be assigned governance responsibilities that match the
subject matter covered by the Rule Book. Also, once the Rule Book is developed for specific
products or applications, the rule book can become a bible for all subsequent implementations of
the project in different locations or clients. With each implementation of the product, more knowledge is
gained and the Rule Book can be updated/ appended.

Carrying the QA Rules into Post Production
The use of a BRE for QA is very helpful for the Post-Production phase of a data-centric development
project. Even in the SDLC there is emphasis on retaining the artifacts created in the testing phase.
This is done to ensure that they will be available for regression testing if enhancements, or even bugfixes, are done to the application. Being able to do regression testing is also important in data-centric
projects. The existence of sets of rules in a BRE ready for execution is extremely useful.
However, the aspect of post-production use of QA business rules goes a lot deeper in datacentric development projects. The rules themselves can sometime be made part of the production
environment. There are a couple of reasons for this. As noted above, it is not desirable to implement
every rule into an ETL process as an edit check, e.g. because of development cycles and performance
issues. However, rules can be run before and after execution of an ETL process to ensure that the
ETL process does not break because of data problems.
Consider, for example, so-called "sanity checks". When data has to be moved from a source to a
target, there is always a danger that something may be very wrong in the source. Perhaps the source is
empty, or contains yesterday's data instead of today's, or has a suspicious sudden increase in the number
of records. A set of business rules can be structured to detect any of these issues - and indeed should
have been during QA. If a "sanity check" problem is found, it may be better not to run the ETL process.
This is simpler than detecting such a problem during the execution of the ETL process and then having
to back out of all the updates that the ETL process did on the target. In some cases backing out an
ETL process may not be possible and the target will have to be restored. The backout and possible
restore can take a considerable amount of time, which may not be available in a production setting.
Running the "sanity checks" that have been developed for QA and using their output to decide
whether to run the ETL process is a good alternative. If the ETL process is not run it is true the
target will not be updated, but it will still be operational and may still be useful to the business.
Another important way that QA can be leveraged is by implementing the QA rules in production and
giving alerts to the Production Support function if any errors are detected. If this is not done, data quality
issues will flow through the production environment and eventually appear in its outputs. Only the
users are looking at these outputs. This guarantees that all data quality issues will be found by users and
never by IT staff. When a user sees a clear data anomaly in an output they often treat it as a "tip
of the iceberg" problem and demand that IT proves that all information they are supplied with is
correct. IT often has difficulty with these issues because IT thinks of the application as a machine that is
now broken, rather than as an information production environment that has a local problem. It is much
better if Production Support and IT become aware of data quality problems before their customers do.
There are other ways in which data quality checks can be structured into the production environment
too. The important thing is that the effort taken to develop QA business rules, and the BRE, can be
leveraged in production in a way that has no parallel in SDLC projects.
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Projects The Evolving Enterprise
Most of the time, the data quality checks in production are thought of as trying to find "bad" data. Yet the
reality is that the systems are changing all the time. Most of these changes are not new versions or
updates to the software, but changes to the data introduced by Operations to meet new business needs.
Suppose we have an old mainframe customer relationship management application that does not
capture the email addresses of customers. Operations may be told they must capture this information.
How will they do it? It could take months for IT to develop an enhancement, and it will tie up
Operations in activities such as justifying the project and performing user acceptance testing. Suppose
Operations notice that the Address Line 3 is a column that is never, or rarely, used in the application.
Operations may well simply decide to "reuse" this column to store email addresses. A data quality
check that tests for invalid characters in address lines - such as "@" - will begin to detect errors. This
will help protect downstream applications that e.g. send out billing statements to customer addresses. If
this were not done, then the billing statements might include email addresses in the third line.
This example may seem like an exaggeration, but it illustrates the point that BI environments are
constantly at risk from changes in what are essentially the conceptual models of source databases. The
need to detect these changes and protect the BI environments is a paramount use case for QA in
production. The issue of how to manage an evolving enterprise remains, but it cannot be decided in silos.

Conclusion
The demand for using data as an asset has grown to a level where data-centric applications are now
the norm in enterprises. Yet data-centric applications fall short of user expectations at a high rate. Part of
this is due to inadequate quality assurance. This in turn arises from trying to develop data-centric projects
using the old paradigm of the SDLC, which came into existence during an age of process automation.
SDLC does not fit with data-centric projects and cannot address the QA needs of these projects.
Instead, a new approach is needed where analysts develop business rules to test atomic items of data
quality. These rules have to be run in an automated fashion in a business rules engine. Additionally, QA
has to be carried past the point of application implementation and support the running of the production
environment.
IT faces a challenge as it has to change its paradigm to deal with data-centric projects. The abstract
nature of data already makes it difficult to deal with, and good "data people" are hard to find. Yet it must
change if it is to meet the new challenge of truly unleashing the value of data.
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About iCEDQ Soft
In 2005, The Company was founded by a team of data architects to solve various challenges
related to Data Centric Projects.
At that time they identified a gap in the market for
comprehensive DW/ETL testing software. They then embarked on building a platform that
would provide customers an easy way to set up an automated solution for end to end testing of their
data centric projects.
Three years later the product was commercially available for the market. Since then we have served
clients in Insurance, Finance, Healthcare and Retail space. We strongly believe that in today’s world,
Data is the key of any business decision making. Therefore we are continuously working towards
building a better solution to make sure that the quality of your data is good.
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